
Randomized Algorithms July 7, 2010

Lecture 8

Lecturer: Aravind Srinivasan Scribe(s): Sajin, Subhashini V

The agenda for this class is as follows:

• Edge colouring (contd.).

• Martingale’s tail inequalities.

• Packet routing.

• Lovász.local lemma.

1 Edge colouring (contd.)

The problem under consideration was to schedule all the resource requests for all processes
in a way which minimizes the time. So, we constructed a bipartite graph with the processes
on one side and the resources on the other, and put an edge whenever a process requested
for a resource. Then the problem reduced to an edge colouring problem on bipartite graphs.
The basic algorithm that we proposed was: Each process-vertex coloured each of its edges
with a distinct colour; each resource-vertex would choose exactly one request of each of the
requested colours (i.e If there were multiple requests of the same colour, it would choose
one of them at random.) Now, assuming that ∆ >> log(n) we will argue that after a few
iterations of the above steps we can reduce the maximum number of remaining vertices to
∆
e (1 + ε) and

∀uPr[newdegree(u) > ∆
e (1 + ε)] ≤ e−cε2∆

Let’s examine the resource vertices. It is analogous to the balls and bins problem. Here
the bins are the choice of colours available and the balls are the edges. If p is the probability
of success of an edge and we have ∆ colour choices then by symmetry,

E[ number of successful proposals ] = ∆p (1)

But, the actual number of successful proposals will be the Expected number of empty
bins. So we get,

Pr[ a bin is empty ] = (1− 1
∆)∆ ≤ 1

e

∴, E[ number of non-empty bins ] ≥ ∆(1− 1/e) (2)

Therefore, from (1) and (2) we get p ≥ (1− 1
e ).

Now, if we chose random variables:

Xi =

{
1, bin i is empty,
0, otherwise.
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and take X =
∑
i

Xi. Using Chernoff bounds and negative correlation we can arrive at

∀uPr[new degree(u) >
∆
e

(1 + ε)] ≤ e−cε2∆

Looking at it from the processes perspective is a little trickier. We claim that there is a
positive correlation which may not give us good tail bounds. Let’s look at a small example
to see why this situation is trickier. Let us consider a 4-cycle in the bipartite graph.

Figure 1: 4-cycle in the bipartite graph.

Let α and β be the colours chosen by vertex v for its edges (requests) to resources x
and y respectively. If the α edge was rejected, then it means, there were other proposals in
colour α for vertex x. This means that some other the vertex w must have also proposed
the same colour α. This shows a positive correlation. Similarly we can also show that there
will be a positive correlation on the other edge (coloured β).

1.1 Martingale’s tail inequalities

These model fair games. Say, there are random variables X1, ..., Xi, what Martingale’s tells
is that:

∀i, ∀a0, a1, ..., ai−1, E[Xi|X0 = a0, X1 = a1, ..., Xi−1 = ai−1] = ai−1

What this says is that given all the previous values (history) of the variable, at the end of
step i the expected value the r.v will take is the same as what it took in the previous step
(i− 1)th step.

Definition 1 (Azuma’s (martingale) inequality) Say X1, ..., Xn are martingale random
variables and Y is some(any) function on n random variables : Y = f(X1, X2, ..., Xn).
What Azuma’s inequality says is that if each Xi has only a small influence on f then Y can
have good tail bounds. We will define what “influence” means before giving the inequality.

Definition 2 (Influence) The influence of a random variable Xi on the function f is given
as follows: if we chose an Xi and fixed all values from X1, ..., Xn (except Xi) with the
values a1, ..., an (without ai), and have 2 values b1 and b2 which Xi can be assigned, then
the influence of Xi is

ci = max
{a1,...,ai−1,ai+1,...,an}

|f(a1, ..., ai−1, b1, ai+1, ..., an)− f(a1, ..., ai−1, b2, ai+1, ..., an)|
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Then, in such a case, ∀t > 0:

Pr[(Y − E[Y ]) ≥ t] ≤ e
− k1t2P

i c2
i

Pr[(Y − E[Y ]) ≤ −t] ≤ e
− k1t2P

i c2
i

What this essentially says is that if the influence of each r.v on f is not large, i.e change
in Xi makes only a small change in the value of Y , then

∑
i c

2
i will also be low and hence,

the bound we get will be stronger.

But for the problem (process-vertex analysis) we want something even stronger. In our
problem, if Y was the new degree, then by linearity of expectations we have E[Y ] = ∆

e .
We are looking for Pr[Y ≥ ∆

e (1 + ε)] i.e Pr[(Y − E[Y ])] ≥ ∆
e ε. And the tail bound we

want is Pr[ new-degree(u) ] ≤ e−cε
2∆. We would like a bound exponential in ∆ for which∑

i c
2
i ≤ O(∆).

So, our picture now looks like this:

Figure 2: All the edges - giving atmost ∆2 possibilities.

This means there could be ∆2 possibilities. So, we need a stronger version of the Azuma’s
inequality (To see the various inequaliies and identify which ones to use a good guide would
be Panconesi and Dubhashi’s book [DP09] which is an excellent reference for probabilistic
techniques in the discrete setting for analysis of algorithms). A stronger version would give
us:

Pr[(Y − E[Y ]) ≥ t] ≤ e
− k2t2P

i c2
i

Pr[(Y − E[Y ]) ≤ −t] ≤ e
− k2t2P

i c2
i

The difference here is in the definition of ci, which is now:

ci = max
{a1,...,an}

|E[f |X1 = a− 1, ..., Xi−1 = ai−1, Xi = b1]− E[f |X1 = a− 1, ..., Xi = b2]|

To compare this with what we had initially we can say, we are now looking at the
expected influence of the random variables (only upto Xi we do not consider the further
variables). This also makes the ordering of the variables important, since it can influence∑

i c
2
i significantly.
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This means we now need to order the edges for colouring so that we get the desired
result. Going back to the figure, we will choose to order the second layer of edges first.
This will give us ci = O( 1

∆). To see this, say we choose an edge from the second layer to
be coloured red or blue. Then the parent edge in the layer above would be affected by this
action only if it’s tentative colour was either red or blue. But this can happen probability
only 2

∆ . Hence, ci = ( 4
∆) = O( 1

∆).
Thus, after a few iterations the probability of the newdegree’s value exceeding the desired

value is atmost e−cε
2∆.

2 Packet Routing

The following distributed packet routing algorithm was introduced by Leighton, Maggs and
Rao in their 1988 paper[LMR88]. The problem is, given an undirected graph G and a set
of pair of vertices’s (si, ti) along with paths Pi which connects si to ti in G for all i. The
problem is to schedule(rather than route, as already the si − ti paths are given to us) the
packets so as to minimize the objective function.Here the paths are assumed to be edge
simple, that is in any path Pi and edge appears at most one time. The other assumptions
are:

• Each edge traversal takes unit time

• Every edge can take only one packet at a time

• Every edge is a queue i.e. all the packets that come to the edge are queued and edge
can choose any order(rather than removing from the front of the queue) to remove
packets from the queue.

• The objective function which we try to minimize in packet routing can be various
things, but let us consider time by which all packets are delivered. (This is known as
“make span” in scheduling terminology)

2.1 Lower bounds on makespan

The maximum path length from any si,ti , that is in our case max {|Pi|}, is called Dilation
D. Also congestion C is defined as the max number of Pi that shares some edge ej . Clearly
they are a lower bound of makespan. That is if we let T represent the makespan then

T ≥ D

T ≥ C

So the average of these two lower bound is clearly a lower bound for T . Note that it may
not be as tight as max {D,C} but its still a lower bound. Hence,

T ≥ C +D

2
Leighton, Maggs and Rao proved that actually T = O(C + D) with O(1) queues. But

the constants involved were large, and there has been considerable work in reducing these
constants.
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2.2 A Distributed Algorithm

Simple Greedy Algorithm:
Whenever there is a packet in the waiting queue of edge i schedule it if edge i is free.

Since the congestion of an edge is at most C there can be C incoming edges to one end
vertex of e, that is a packet will have to wait at maximum for other C − 1 packets to pass
through. So the maximum waiting any packet can experience can at any edge is at most C.
And since the maximum path length is D every packet will reach destination within C ×D
time. That is this algorithm guarantees

T ≤ C ×D

and always terminates.
Random Initial Delays:
Each packet at si selects a random delay Di ∈ {0,∆− 1}. So, if we argue that contention

at any edge is at most α, then if we assume that we have a slowed down clock in which
1 unit of time is α units of real time, then at any edge the maximum delay a packet can
experience is α units of real time corresponding to congestion at most α, but our 1 unit of
time is α units of real time the packet would have moved within this time to the other edge.
The maximum time taken would be know dilation and the maximum possible delay that a
node Di would choose, which is clearly upper bounded by D + ∆. And the congestion is α
giving rise to the following upper bound

T ≤ α(D + ∆)

We want to show that for all edges e, and all time units t ∈ {1, 2, 3, 4, ..,∆, .., D + ∆}
contention at time unit t at edge e, denoted by contention(e, t) is at most α. Let us choose
∆ = C. We first analyze for a fixed (e, t) and then union bound to get an upper bound
for all (e, t). Since we would like to take the union bound and prove that contention at
all edges e and all time units t is greater than α is much less than 1. So we would like to
involve m, the total number of edges in G and maximum path length plus delay that any
packet can have, i.e. C +D(remember ∆ = C) . That is we would like to prove,

Pr [contention(e, t) > α]� 1
m(C +D)

Fix and edge e and time t. There are at most C packets. We are interested in the
probability that in an infeasible schedule a packet will use e at time t. Note that this has
at most one choice of initial delay that is 1

∆ = 1
C .

Now the situation can be thought of C balls(incoming edges) falling in this bin (edge e)
with probability 1

C (C initial delays only one will be such that edge e gets it at time t) and
all independently as delays are chosen independently. But from balls and bins problem we
know the following,

Pr[Load ≥ a0 log β
log log β

] � 1
β

Let us select α = a0 log β
log log β and let β = 1

m(C+D) we get
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Pr[contention(e, t) > α] ≤ Pr[Load ≥ α]

� 1
m(C +D)

So taking the union bound,
m

Pr[∀e, t ∪ contention(e, t) > α] ≤
∑
e,t

Pr[contention(e, t) > α]

�
∑
e,t

1
m(C +D)

� m(C +D)
1

m(C +D)
� 1

So we can assure that T ≤ α(C +D) , and plugging in α = ao logm(C+D)
log logm(C+D) we get,

T ≤ O
(

(C +D) log(m(C +D))
log log(m(C +D))

)

3 Lova̋sz Local Lemma(Erdős-Lova̋z,1975)

Suppose we have a set of bad events in a sample space which are made up of atomic events
which are determined by a random variable, and these bad events are completely determined
by a subset of these atomic events. Let us call these bad events E1, E2, E3, E4, .., EN . We
are interested in the following

Pr[Ē1, Ē2, Ē3, Ē4, .., ĒN ] > 0

That is all the “bad” events are avoided. If we don’t know anything about the inter-
dependencies of these events the Union Bound which is also known as “Counting Sieve” is the
best bound available, that is we know that Pr[Ē1, Ē2, Ē3, Ē4, .., ĒN ] ≤

[∑
i Pr[Ēi] = 1−

∑
i Pr[Ei]

]
,

that is we would like to have
∑

i Pr[Ei] < 1 . But if we know that these events are com-
pletely independent of each other then we can use the “Independent Sieve” which says that
if some events are independent then the probability of all of them happening is the product
of probability of each individual event. So

Pr[Ē1, Ē2, Ē3, Ē4, .., ĒN ] =
n∏
i=1

Pr[Ēi] =
∏

(1− Pr[Ei])

This happens if for each i, Pr[Ei] < 1 , otherwise the entire product will become zero if
one of them becomes zero. Now since we know how to deal with these two extremes that
is we don’t know anything about the amount of independence among Ei’s and we know
that Ei’s are completely independent, we would like to analyze the case when there is a
“bounded” independence among events. Lova̋sz Local Lemma gives a handle in this case.
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3.1 Basic Symmetric Version Of Lova̋sz Local Lemma

Let E1, E2, E3, E4, .., EN be a series of events such that each event occurs with probability
at most p, that is ∀i, Pr[Ei] = p, such that each event is independent of other events except
for at most D of them. Then if ep(D + 1) ≤ 1 , where e is the base of natural logarithm,
then there is a positive probability that none of these events occur. That is,

Pr[Ē1

∧
Ē2

∧
Ē3

∧
Ē4

∧
...
∧
Ēn] > 0

Further we can guarantee that Pr[Ē1
∧
Ē2
∧
Ē3
∧
Ē4
∧
...
∧
Ēn] ≥ (1− ep)N .

3.1.1 Formalizing notion of Dependence

Let us assume that there are a set of indicator random variables X1, X2, X3, X4, .., Xn such
that each Ei is completely determined by a subset of them, that is

∀i, 1 ≤ i ≤ N,Ei ⊆ {X1, X2, X3, X4, .., Xn}

Now let us construct a graph G(V,E) where V = {E1, E2, E3, E4, .., EN} and the edge
set E is defined by

E = {(Ei, Ej)|∀i 6= j, Ei
⋂
Ej 6= ϕ}

So the max degree of this graph denoted by ∆ captures our notion of dependence
parameter D. So for each Ei there exists a set of events Si such that Ei /∈ Si and,

• |Si| ≤ ∆

• Pr[Ei|Any event outside {Ei
⋃
Si}] = Pr[Ei]

3.2 Application of Lova̋sz Local Lemma to Leighton Maggs Rao

To apply LLL let us consider the following set of bad events, for each e ∈ E[G] and
t ∈ {1, 2, 3, 4, .., C +D},

Ee,t = ”Cont(e, t) > α”

The underlying indicator random variables are D1, D2, D3, D4, .., Dn which denote the
initial delays. Note that the ∆, the dependency is at most C(D − 1)(D + C), i.e. Ee,t
and Ee′ ,t′ are dependent if there is an intersection among the packets, that is some of the
packets which went through the edge e at time t also went through edge e

′
at time t

′
,

∆ + 1 ≤ CD(C +D)

Now Pr [Ee,t] ≤ 1
β . Now we have to choose β such that e 1

β (∆ + 1) ≤ 1 which is equal
to e 1

βCD(C + D) by plugging in in the value of ∆. We can achieve this by setting β ≥
eCD(C +D). It follows that Pr[

∧
Ēe,t] > 0. Now selecting α = a0 log β

log log β = a0 log(CD(C+D))
log log(CD(C+D)) .

This guarantees that

T ≤ O
(

(C +D)
log (CD (C +D))

log log (C +D)

)
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Note that by bounding the dependence among bad events and applying local lemma we
have got ridden of m the number of edges in the graph from the formula for T .

3.3 Constructive Version of Lova̋sz Local Lemma by Moser-Tardos

In their paper titled “A constructive proof of the general Lova̋sz Local Lemma”[MT09]
Moser and Tardos gave an efficient randomized algorithm running in expected time poly(n,N)
to set values toX1, X2, X3, X4, .., Xn such that they avoid all of the bad events E1, E2, E3, E4, .., EN
with very high probability. The algorithm is very simple and straight forward. That they
sample X1, X2, X3, X4, .., Xn and see if these set of values set any of the bad events Ei to
true, if then they re-sample the random variables Xi which Ei is dependent on(and only
them not the entire X1, X2, X3, X4, .., Xn) till there are no more true bad events.

3.4 Symmetric Version Of the Lova̋sz Local Lemma

Suppose E1, E2, E3, E4, .., EN are events such that:

• Pr[Ei] ≤ p ∀i

• ∀i,∃Si ⊆ {1, 2, 3, 4, ..,m} − {i} such that

– |Si| ≤ |D|

– ∀Ti such that Ti
⋂

({i}
⋃
Si) = ϕ, Pr

[
Ei|
∧
j∈Ti

Ēj

]
≤ Pr [Ei]

Then
ep(D + 1) ≤ 1 =⇒ Pr

[
Ē1

∧
Ē2

∧
Ē3

∧
Ē4

∧
..
∧
Ēm

]
> 0
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