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Randomized Attrition (Pruning)

Lecturer: Prof. C. Pandu Rangan Scribe: Subhashini V

The agenda for this lecture is

• Incremental approach second case study - Insertion sort.

• Randomized attrition (Pruning paradigm)

1 Recap on randomized incremental approach

The randomized incremental construction essentially captures the idea of selection without
replacement. Here, we incrementally build a random subset by choosing the next element
randomly from the available set of elements. Say, we need a subset of cardinality k, the
number of ways we can get a k-element subset from a universe of n elements is

(
n
k

)
. So, what

ever subset we finally construct say S, (S = {b1, b2, ..., bk} : ∀bi, bi ∈ U), the probability of
getting S must be 1

(nk)
.

To compute the cost of an algorithm that uses the randomized incremental approach
we need to compute the cost at each stage of the increment . Since the element picked in
each stage i is random, we first compute the expected cost at a stage Ei and the final cost
is computed as

∑
iEi, which would follow by the linearity of expectation.

Let’s denote the cost of extension of a set A (which is the partial solution) when an
element x is added to it as : C(A, x). We will denote the universal set as U and assume it
to be of cardinality n. Now, let’s recall the two perspectives of computing expected cost of
the algorithm.

1.1 Forward view

Let ψi−1 denote all subsets of cardinality (i− 1) from the universe.
Recall that the forward view gives

Ei =

∑
A∈ψi−1

∑
x∈U−A

C(A, x)(
n
i−1
)
(n− i+ 1)

(1)

1.2 Backward view

Recall that the backward view gives

Ei =

∑
A∈ψi

∑
x∈A

C(A− {x}, x)(
n
i

)
.i

(2)
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2 Case study 2: Insertion sort

(Problem) The problem requires us to sort n given numbers.

The deterministic incremental sort has worst case complexity O(n2). Moreover, the
average case complexity is also known to be O(n2). This implies that most inputs to the
algorithm are as bad as the worst case.

The randomized algorithm to this problem is simple. All we do is, pick a number from
the unsorted numbers at random and insert it to the right position. We will show with the
aid of the backward analysis that the average cost of this algorithm is O(nlog(n)). Moreover
we will show that the high confidence bound is also of the same order.

2.1 Book-keeping (Conflict list maintenance)

Say we are at stage i, we have i values from the given set, in sorted order. If we put the
sorted elements on the real line we can partition it into intervals. If there were i sorted
values, we would have i+ 1 intervals.

Figure 1: Sorted elements on the line

The book-keeping involves two parts:

1. For each interval, keep a list of unprocessed items that fall into it.

2. For each unprocessed element, keep a pointer to the interval it belongs to.

During initialization, the interval would be from [−∞,+∞] and all elements {x1, x2, ..., xn}
will belong to it.

When we extend the set from i to i+1 by considering a random element x. Let x ∈ [a, b]
(interval). The maintenance list has to be updated as follows:

1. Split the interval [a, b] to two new intervals [a, x] and [x, b].

2. If the list of elements in interval [a, b] is now empty, then we stop. Else, we update
each element to the new interval it belongs.

3. We then create the list of elements for the two new intervals.

2.2 Forward Analysis

In the forward analysis, we keep building the set and consider the cost at the ith stage as the
cost of extending the set when we pick an element randomly from the list of unprocessed
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elements and add it to the existing sorted set. So, we would first pick an interval and then
pick an element in the interval inorder to extend or set. Here, there are n− i unprocessed
elements. And it may so happen that all n − i elements lie in the same interval. So, it
appears as if: ∑

x∈U−A
C(A, x)

(n− i+ 1)
= (n− i)

This means, by forward analysis the expected cost is:∑
A∈ψi−1

∑
x∈U−A

C(A, x)(
n
i−1
)
(n− i+ 1)

=

∑
(n− i)
|ψi−1|

∼ O(n2)

This analysis implies that the randomized approach is no better than the deterministic
algorithm!

2.3 Backward Analysis

In the ith stage let the set contain i elements. If we had chosen the element x in the set A
for extending the from the (i−1)th stage, then we would have had to consider the number of
elements in the interval of x at the previous stage. Which is the cardinality of the intervals
on the left and right of x in the present set. We can denote this as:

C(A− {x}, x) = |[Left(x), x]|+ |[x,Right(x)]|

.
Now, if we did the above analysis for each of the elements in the stage i, we can see that

the expected cost of the stage is :∑
x∈A

C(A− {x}, x) ≤ 2× (No. of unprocessed items)

≤ 2(n− i)

So, the expected cost of the ith stage, conditioned on A is :∑
x∈A

C(A− {x}, x)

i
≤ 2(n− i)

i
≤ 2n

i

This is independent of the set A. So, the expected cost of the algorithm is just the sum of
the costs at each stage i:

n∑
i=1

2n

i
= 2n(

n∑
i=1

1

i
)→ 2n(log(n))

Thus, by backward analysis, the average cost of the randomized algorithm has been proved
to be O(log(n)).
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3 Randomized attrition (Pruning)

A good example of pruning is the binary search algorithm. At each step you prune 50% of
the given numbers to locate the search element in log(n) time. The analysis in that case is
however quite simple since at each stage we prune half of the elements. What if we pruned
a random fraction each time? That’s the case we would be addressing in randomized at-
trition. Randomized quicksort would be an example of randomized attrition. To analyse
pruning we will consider the example of n-headed die throw. The problem can be stated as
follows:

(Problem) Start with an n-headed die. At each step, we first throw the die, if we get
1 we stop the game. Else, if we get some r, we continue the game with an r-headed die.
The question is to find the average number of throws it will take for the game to stop.

Although the problem is simple to state, the analysis seems to be a little confounding.
E.g when we roll the die we might get 1 in the very first attempt and stop; Or we may finish
the game in 8 or 9 throws; Or there is also a possibility that we get n and we repeat and
keep getting n at each throw infinitely. But we know that the probability of that happening
is very very rare. The probabilities of all such events are captured by what is termed as
high confidence bounds. After we complete the analysis of this game, we will also look into
high confidence bounds for this game.

3.1 Analysis of expected cost

Let Tn denote the running time of the game when we start with an n-headed die. From the
definition of the game we can see:

• Tn = 1 with probability 1/n.

• Tn = 1 + Tr with probability 1/n (r = 1, 2, ..., n)

• T1 = 0 (the terminating condition)

If En denotes the expected number of throws when the game is started with an n-headed
die, from the above equations we can see that:

En = 1 (with probability 1/n)

= (1 + Er) (with probability 1/n; r = 1, 2, ..., n)

So, we have:

En =
(1 + E1) + (1 + E2) + ...+ (1 + En)

n

En = 1 +
(E1 + E2 + ...+ En)1

n

1Such equations are known as recursive equations with full history. Standard technique to solve them is
to eliminate the history.
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nEn = n+ (E1 + E2 + ...+ En)

(n− 1)En−1 = (n− 1) + (E1 + E2 + ...+ En−1)

⇒ nEn − (n− 1)En−1 = 1 + En

⇒ (n− 1)(En − En−1) = 1

∴ En − En−1 =
1

n− 1

Similarly, we can have :

En−1 − En−2 =
1

n− 2

...

...

E2 − E1 = 1

Adding all the above, (since it is a telescoping sum we get)

En − E1 = 1 +
1

2
+ ...+

1

n− 2
+

1

n− 1
= ln(n)

Since, E1 = 0, we have En = log(n). Thus, the average number of die throws required
for the game to finish is log(n).

3.2 High confidence bound

In the n-headed die throw problem, the game can go on to infinity. However, the probability
of that is extremely low. This notion can be captured by a function which we call high
confidencce bound. If f(n) denotes the function and RT denotes the running time of the
algorithm, we want to be able to say:

Pr[RT ≤ f(n)] ≥ 1− ε
⇒ Pr[RT > f(n)] ≤ ε

We would relate ε to the size of the input, n. For example, ε = 1/(n3) would be a reasonably
good high confidence bound. If we can get ε = 1/2n, it would be a very good high confidence
bound. So, if Pr[RT > f(n)] ≤ 1/2n, we can consider f(n) to be the runnning time for all
practical purposes.

Stochastic Dominance

In this game, the running time is a random variable, and it does not fall into any known
distributions. So, how would we go about computing the high confidence bound? The
technique to do that is to relate it to a known distribution. We relate something we don’t
know to something for which we know the bounds.
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We will briefly look at the binomial distribution and relate our problem to this.
e.g. The number of heads we get if we throw n-coins simultaneously will form a binomial
distribution.

Pr[X = r] =

(
n

r

)
prqn−r

E[X] = µ = np

Using Chernoff bounds for the probability of the random variable, we can then arrive
at a good bound. We will be interested in the following form of Chernoff bound:

Pr(X ≥ k) ≤
(µ
k

)k (n− µ
n− k

)n−k
(3)

We will now relate the running time in our problem to a binomial random variable. We
will call a die throw “success” if the r-headed die throw results in a value that is atmost
r/2. If we look at an example of a set of throws:

Values : 1000, 741, 300, 150, 43, 20, 19, 7, 3, 1

Success : F, S, S, S, S, F, S, S,S

Note that the probability of success is half, i.e Pr(S) = 1/2. Also, the maximum number
of “successes” possible in the game is log(n).

Now, we can use Chernoff (Equation(3)) to compute the tail bounds and see how long
some sequences can be. E.g Let’s try to answer the question: What’s the probability that
the running time exceeds 8log(n)?

Pr(RT > 8log(n)); Pr(S) = p = 1/2; n→ 8log(n); µ→ 4log(n); k → 7log(n)

So, [RT > 8log(n)] implies that in the first 8log(n) throws there were less than log(n)
successes. This also implies that there were much larger than log(n) failures in these throws.
Also, note that the success or failure of one throw is independent of the success/failure of
all the previous throws.

Pr(RT > 8log(n)) ≤ Pr(8log(n) throws has more than 7log(n) failures, with Pr(failure) = 1/2)

From (Equation(3)) we get:

Pr(X ≥ 8log(n)) ≤
(

4

7

)7log(n)

× (4)log(n) =

(
48

77

)log(n)
<

(
1

8

)log(n)
Thus,

Pr(X ≥ 8log(n)) <
1

n3
(The log taken to base 2)

So, if we started with a 1000-headed die, the probability that we will exceed 80 throws
to finish the game is as low as 1 in a billion trails.

4 Food for thought

In the above analysis we looked at ideal randomness. A question that would come into mind
is, how the quality of the algorithm would drop if we used pseudo-random numbers. Would
there be any difference? This can make us bring the analysis closer to the implementation.
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